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“Fighting poverty requires knowing its extent and among whom it is most severe”

—Bruce D. Meyer and James X. Sullivan

1 Introduction

What is poverty and why should we care about it? The literature uses different concepts of
poverty, although a common definition is that poverty exists when people lack the means to sat-
isfy their basic needs. The latter can be defined as those necessary for survival or more broadly
as reflecting the minimum acceptable standard of living in a given society. Adequate access to
goods and services is crucial to be healthy, succeed in school, and the labor market. For instance,
McLaughlin and Rank (2018) find that the annual aggregate cost of U.S. child poverty amounts
to about 5.4 percent of GDP, reflecting the loss of economic productivity, increased health and
crime costs, and increased costs as a result of child homelessness and maltreatment. Given the
high societal and individual costs, accurately gauging the extent of deprivation and understand-
ing the causes of poverty is crucial, including to efficiently allocate federal, state, and local funds.

There is no consensus on how best to measure poverty. The U.S. official poverty measure com-
pares a family’s income to a poverty threshold that is based on three times the cost of a specific
food basket in the 1960s indexed by overall inflation for urban consumers. More recent studies
have argued that consumption-based measures of poverty—that draw on household expenditure
surveys and attach a consumption equivalent to the value of government assistance—provide a
more accurate picture of poverty (Meyer and Sullivan (2012a,b, 2013, 2019)). Consumption based
measures can (i) capture non-cash benefits; (ii) account for savings; and (iii) be more accurate
(since consumption outcomes are typically better measured for lower income households than
income). In addition to absolute measures, there are relative poverty indicators, which measure
the share of the population with income or consumption below some percentage of the median.

For absolute poverty measures, the choice of consumer price index (CPI) has important im-
plications for the level of poverty. Work by Meyer and Sullivan (2012a,b, 2013, 2019) indexes
poverty thresholds at a rate that is lower than CPI to account for various biases (such as substi-
tution and outlet bias). Based on these assumptions, and unlike official income-based measures,
Meyer and Sullivan’s consumption-based poverty measure suggests that poverty has fallen dra-
matically over time. Much of this decline is due to the downward adjustment of inflation, which
is at odds with recent studies that have found those at the lower end of the income distribu-
tion to face higher, not lower, inflation than measured by the CPI (Jaravel, 2019). There are
two potential underlying drivers of such "inflation inequality": different spending patterns across
households (with the poor spending disproportionately more on items that have seen higher price
increases, e.g., rent) and differences in price increases across goods and services. Jaravel (2019)
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shows that because companies are increasingly interested in competing for purchases of wealthy
individuals, prices for goods that high income households buy are actually decreasing relative
to the prices of goods that lower-income families purchase. Intuitively, given that the share of
U.S. national income accruing to high-income consumers has steadily increased, firms respond to
changes in relative market size by skewing product introductions toward market segments that
are growing faster. This process can lead to a decrease in the price of existing products in the
fast-growing market segments because increased competitive pressure from new products pushes
markups down.

Besides the question of how best to measure poverty, there is the related issue of who are
the poor and what determines poverty. Studies have found poverty to be strongly correlated
with employment status, education level, marital status, demographic characteristics, and fam-
ily structure (Hoynes et al., 2006). Recent research shows that poverty is very common among
Americans. Rank et al. (2021) find that between the ages of 20 and 75 years, nearly 60 percent
of Americans will experience living for at least one year below the official poverty line, while
75 percent of Americans will encounter poverty or near-poverty. The authors attribute this to
structural changes in the labor market towards lower-paying jobs coupled with a lack of univer-
sal coverage for child care, health care, and affordable housing, which are leaving an increasing
number of families economically vulnerable.

This paper focuses on absolute poverty, constructs a consumption-based poverty indicator that
considers inflation inequality and then analyzes the determinants of poverty. We first explain
how we derive our preferred consumption-based absolute poverty measure and how it compares
to other measures. This is followed by a natural experiment of how the expanded child tax
credit in the 2021 American Rescue Plan would impact poverty in the U.S. We then turn to
the determinants of poverty, using a variety of econometric specifications, including probit, tobit
and machine learning models. Machine learning, unlike the more traditional methods of probit
or tobit, offers a nonparametric and flexible way to model poverty status. By using machine
learning, we hope to develop a superior poverty-identification technique that not only results in
higher predictive power but also reveals more clearly the underlying empirical relationships con-
sidered. To the best of our knowledge this paper is the first to apply machine learning techniques
to examine the determinants of poverty in the U.S.

We find that:

• Relying on a price index that is linked to the consumption patterns of the bottom quintile
would mean that the share of the population living in poverty has not fallen materially since
1980. 2019 poverty rates are close to those in the 1980s, although there were up and down-
ward movements over the period, notably during the Global Financial Crisis (GFC) when
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poverty increased substantially. Child poverty even increased over the last four decades
according to this measure. Poverty gaps (the distance of poor households’ consumption to
the threshold) have increased in nominal terms and only somewhat decreased in real terms
over the last four decades.

• These findings are in line with the evolution of other measures of deprivation (such as food
insecurity) but contrast with findings of previous studies that compute consumption-based
poverty and adjust the overall CPI significantly downwards. Relative poverty has also
increased in the U.S. reflecting a more polarized income and wealth distribution.

• The Biden administration’s expanded child tax credit would significantly decrease child
poverty, by about one-third with our preferred poverty measure that incorporates inflation
inequality.

• Families with more children, African American Families, and Hispanic families are more
likely to be poor. On the other hand, families where the household head holds a Bachelor’s
degree or more or where the adults are married are less likely to be poor. Controlling for
time dynamics, regional differences have widened since the Global Financial Crisis (GFC),
with families located in the mid-west experiencing a higher likelihood of poverty. Moreover,
a Bachelor’s degree became even more important in the last decade compared to the 1980s
while marital status and race became less important in explaining poverty. However, race
and ethnicity are still significant determinants of poverty, even after we control for many
other characteristics, such as education and employment status. Machine learning models
confirm that we are focusing on the most important explanatory variables.

• Our household characteristics are all significant, and our preferred machine learning model
specification—a balanced random forest—is able to predict who is poor with a 75 percent
accuracy. However, the significant prediction error, of about 25 percent, means that a
random component —“bad luck”—could play a significant role in explaining poverty.

The remainder of this paper proceeds as follows. Section 2 summarizes the literature and method-
ologies on poverty measurement, introduces the data, and shows how U.S. poverty has evolved
over the last 40 years. Section 3 presents new facts on poverty determinants based on probit,
tobit and machine learning models. Section 4 concludes.

2 Poverty Measurement

2.1 Background

The U.S. Census Bureau releases annual poverty rates based on absolute income thresholds that
are adjusted for inflation. The most basic indicator, the official poverty measure (OPM), which
is based on household data from the Current Population Survey (CPS), has been published
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since the 1960s. The OPM compares a family’s gross pre-tax money income to a threshold that
equates to three times the cost of a minimum food diet in 1963—because 1955 survey data on
expenditures suggested that the average family of three or more people allocated about a third of
their after-tax income for food. The threshold is adjusted annually by the consumer price index
for all urban consumers (CPI-U) (Fisher, 1992). In 2019, the poverty threshold for a two-parent,
two-child family was US$25,926. In 2011, the supplemental poverty measure (SPM) was released
that accounts for non-cash income public benefits (such as the supplemental nutrition assistance
program), while subtracting several categories of expenses from income (tax liabilities, payments
for child support, child care and other work expenses, and out-of-pocket medical expenses). To
arrive at a threshold, it computes a 5-year moving average of consumer units spending on food,
clothing, shelter and utilities adjusted by family size. In 2019, the SPM threshold for a two-adult
two-child family amounted to $29,234.

A large literature points to serious flaws in these absolute income-based poverty measures. Most
notably, Meyer and Sullivan (2012a,b, 2019) argue that consumption better reflects the material
circumstances of disadvantaged families and therefore use expenditure surveys to construct a
consumption-based poverty measure. They offer several reasons for why consumption is prefer-
able to income. First, income does not capture consumption smoothing: people can save when
income is temporarily high and borrow when it is temporarily low. A retired couple living off
their savings may be living quite comfortably even if they have no income. Second, consumption
measures will reflect the loss in wealth if asset values fall. It will also reflect consumption out
of durables such as housing and cars. Third, consumption is more likely than income to be
affected by access to public insurance programs. Thus, it will do a better job of capturing the
effects of changes in the government safety net. All of the above may explain why economic
models that examine changes in utility use consumption and not income. Finally, there has been
a considerable amount of research showing that income is more prone to measurement issues
than consumption, especially among the lower income groups that tend to under-report how
much they get through independent and/or informal part-time jobs and government assistance
programs (Meyer et al., 2009).

To adjust poverty thresholds over time, studies typically use a measure of inflation for urban
consumers, as the majority (90 percent) of households represented in consumer surveys live in
urban areas. Meyer and Sullivan (Meyer and Sullivan (2012a,b, 2019)) adopt an adjustment to
inflation that slows the growth of the poverty threshold over time to reflect various biases in
the measurement of the CPI-U. The literature has typically emphasized four types of biases in
the CPI-U, namely (i) substitution bias which occurs when the index uses a fixed market basket
and consumers substitute away from high-relative-price items, (ii) outlet bias referring to inad-
equate accounting for the movement of purchases toward low-price discount or big-box stores,
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(iii) quality bias resulting from inadequate adjustments for quality improvements in products
over time, and (iv) new product bias referring to the omission or long delay in the incorporation
of new products into the index. The retroactive series using current methods (CPI-U-RS) seeks
to correct for those biases, but some studies conclude that even the CPI-U-RS is biased upwards
by about 0.8 percentage points per year (Berndt, 2006; Gordon, 2006).

The recent literature casts doubt on the appropriateness of using a single rate of change in
the average price of goods and services faced by the population as a whole. Intuitively, it may
well be the case that prices are rising faster for goods and services that dominate consumption
by the poor, such as for example rent. Jaravel (2019) formalizes this idea using several price
and expenditure datasets, including scanner data collected in retail stores and the consumer
expenditure survey, and shows that the annual increase of the CPI-U is 0.4 percentage points
higher on average for the bottom income quintile compared with the top income quintile between
2004 and 2015 (results from the scanner data point to a 0.8 percentage points difference between
the top and bottom income quintiles). Similar results are obtained with scanner data in other
studies (Kaplan and Schulhofer-Wohl, 2017; Argente and Lee, 2021).

2.2 Data and Methodology

The consumption data come from the Consumer Expenditure (CE) Survey, which is the most
comprehensive source of consumption data in the U.S. We use the CE Interview Survey compo-
nent for 1980-81 and 1984-2019. Data are not available for 1982 and there were relatively fewer
observations in 1983. From 1980 to 2010 the survey uses a rotating panel that includes about
5,000 families each quarter and about 7,500 families thereafter. Each consumer unit reports
spending on a large number of expenditure categories for up to four consecutive quarters. The
survey also has information on consumer unit income, and demographic characteristics. The
data are a repeated cross section as the survey does not follow the same units over time.

We follow the methodology of Meyer and Sullivan (2012a,b, 2019) in constructing a consumption-
based poverty measure and then perform sensitivity analyses to the choice of price index. To
convert reported expenditure into a measure of consumption, we make a number of adjustments,
which are explained in more detail in Meyer and Sullivan (2012a,b). First, vehicle spending is
converted to a service flow equivalent to reflect the value that a consumer receives from owning
a car, which is function of a depreciation rate and the vehicle’s current market value. Second,
we need to impute a rental value of housing expenditure for homeowners and for families living
in government or subsidized housing. These calculations involve looking at detailed housing
characteristics available in the survey, including for example the number of rooms. Third, we
exclude some items that are better interpreted as investment such as healthcare and education
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and outlays for retirement.1

The final step to constructing a consumption-based poverty measure is to specify a poverty
threshold. Meyer and Sullivan (2012a,b) calibrate their consumption-based threshold such that
13 percent are poor in 1980, meaning that the poverty rate is the same as the official poverty
measure in 1980. The CE survey consists of consumer units (CU) with different numbers of
children and adults. A CU in the CE includes all those related by blood and marriage as well as
cohabitors who share responsibility for housing, food and other living expenses. To standardize
consumption of each unit, an equivalence scale of the form (A+PK)F is used where A are the
number of the adults and K are children, and P and F are set to 0.7. This scale allows for dif-
ferences in cost between adults and children and exhibits diminishing marginal costs with each
additional adult equivalent. The 1980 threshold is then adjusted using different price indexes to
obtain thresholds for other years.

2.3 Findings

Figure 1 shows price developments and associated poverty thresholds between 1980 and 2019.
Poverty thresholds for a family of four (two children and two adults) in 2019 range from about
US$15000 using Meyer and Sullivan’s downward adjustment to CPI-U-RS of 0.8 percent every
year, to about US$30000 using the 0.4 upward adjustment to CPI-U suggested by Jaravel (2019),
the latter is closely aligned with the SPM threshold.

Figure 1: CPI Assumptions and Poverty Thresholds

Sources: Meyer and Sullivan (2012a,b, 2013), BLS, CE Survey, CPS, IMF Staff calculations.
Notes: CPI-High= CPI-U+0.4; CPI-Low=CPI-RS-0.8. CPI-High is based on findings by Jaravel (2019), CPI-Low
corresponds to the measure used by Meyer and Sullivan (2012b); and Meyer and Sullivan (2019).

1We performed robustness checks to check the sensitivity of the results to these assumptions, but found them
to only marginally affect the poverty rates. Results are available from the authors upon request.
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Using the upwards adjusted CPI-U, there is no decreasing trend in poverty, 2019 rates are close
to those in 1980, although there have been up and downward movements (Figure 2). Notably,
the Global Financial Crisis led to an upward jump of poverty rates. This differs significantly
from Meyer and Sullivan’s measure that shows a strong downward trend in poverty rates over
the sample period. Looking at child poverty (individuals below 18 years), we find the child
poverty rate to be generally above the overall rate, but this difference is much more pronounced
for the CPI measure that considers inflation inequality. The reason for this is that non-poor
families with children are - on average - significantly closer to the poverty threshold than families
without kids. This results in more families with kids (compared to consumer units without kids)
becoming poor once the threshold is elevated. According to our measure which does consider
inflation inequality, about 20 percent of children lived in poverty in 2019.

Figure 2: Absolute Consumption Poverty Over The Last Four Decades

Sources: BLS, CE survey, and IMF staff calculations.
Notes: The figure depicts absolute consumption poverty (proportion of population below threshold) using different
inflation adjustments. "Kids" are individuals below 18 years. CPI-High= CPI-U+0.4; CPI-Low=CPI-RS-0.8.
CPI-High is based on findings by Jaravel (2019), CPI-Low corresponds to the measure used by Meyer and Sullivan
(2012b); and Meyer and Sullivan (2019).

We can also examine how the distance to the poverty threshold has evolved, that is compute
poverty gaps. The poverty gap is often used by policymakers to inform them how much money
is needed to lift the average person (or all poor) out of poverty. Figure 3 shows the average
distance of a poor person to the threshold with the downward adjusted CPI-U-RS and the
upward adjusted CPI-U to account for inflation inequality, in both nominal and real terms. The
2019 average gap per person was US$1700 for our upward adjusted CPI, and just above US$1000
for Meyer and Sullivan’s measure. In nominal terms this is about 2-3 times as high as in the
1980s, but in real terms, the gap has decreased somewhat over time, meaning that on average,
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poverty was slightly more severe in the 1980s than today.

Figure 3: Absolute Consumption Poverty Gaps

Sources: BLS, CE survey, and IMF staff calculations.
Notes: The figure depicts the average distance of a poor person to the poverty threshold. CPI-High= CPI-U+0.4;
CPI-Low=CPI-RS-0.8. CPI-High is based on findings by Jaravel (2019), CPI-Low corresponds to the measure
used by Meyer and Sullivan (2012b); and Meyer and Sullivan (2019).

Our consumption based measure that incorporates inflation inequality correlates well with other
measures of poverty and deprivation. First, we look at relative poverty rates. We consider
two measures, setting the threshold at 50 percent of median consumption (following the OECD
methodology) and 60 percent of median consumption (following the EU methodology). Both
measures point to higher relative poverty in 2019 compared to 1980, with the increase more pro-
nounced among children, suggesting that an increasing share of Americans are falling behind in
terms of how much they can consume (Figure 4). These findings are consistent with studies that
have shown declining upward mobility. For instance, Chetty et al. (2017) show that absolute
income mobility—the fraction of children who earn more than their parents—has fallen from
approximately 90 percent for children born in 1940 to 50 percent for children born in the 1980s.

Second, we plot our measure against income-based measures and other measures of depriva-
tion, such as food insecurity. Both the poverty rate and evolution over time track those other
measures more closely than Meyer and Sullivan’s downward inflation adjustment (Figure 5). As
shown by Shaefer and Rivera (2018), the Survey of Income and Program Participation (SIPP),
also shows that between 2003 and 2010, the percentage of households reporting that they fell
behind on their mortgage or rent jumped by more than 40 percent, while the percentage of fami-
lies reporting difficulty paying essential household expenses and meeting medical needs increased
by almost 25 percent. While this is broadly in line with our poverty measure that incorporates
inflation inequality, it is a different trajectory from Meyer and Sullivan’s poverty measure.

As a further robustness test and to explore variation in poverty across states, we adjust for
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differences in price increases across regions. As shown in Figure 6, the evolution of CPI-U differs
with prices rising faster in the northeast and west than in the south and mid-west. Using CPI-U
adjusted upwards by 0.4 leads to a range of 2019 poverty thresholds for a family of four (two
children and two adults) of about $28,000 in the south and $31,500 in the northeast. To date,
there is limited empirical evidence on the differences in consumption across U.S. regions and
cities. A notable exception is Diamond and Moretti (2021) who show that low-income residents
in the most affordable commuting zone enjoy a level of consumption that is 74 percent higher
than that of low-income residents in the most expensive commuting zone. While there are no-
ticeable differences in consumption for high school graduates and high school drop-outs in high
and low-cost commuting zones, there is no significant relationship between consumption and cost
of living for college graduates.

Figure 4: Relative Consumption Poverty

Sources: BLS, CE survey, and IMF staff calculations.
Notes: The chart depicts the share of population with consumption below 60 or 50 percent of median consumption.

Incorporating regional CPIs into the analysis does not significantly affect the overall results. We
focus on 1997-2014 as for these years the data coverage is best (with few missing observations on
a consumer unit’s state of residence). The results show that our overall poverty rates match our
bottom up measure using regional poverty rates very closely (Figure 7). But some important
regional differences emerge. Poverty in the south was above rates seen in other regions before
the GFC, but has recently come down. Following the GFC, the south was no longer the region
with the highest poverty rate. The poverty rate in the mid-west increased significantly after the
GFC and in most of the post-crisis years was above that in the south. The mid-west is also the
only region where poverty did not noticeably decrease in the early 2000s. This is despite the
lower consumption thresholds in the mid-west compared to, say, the north-east. Overall, there
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Figure 5: Comparison Between Poverty Measures

Sources: BLS, CE survey, Census.gov, USDA, and IMF staff calculations.
Notes: Left side show share of population experiencing absolute consumption or income poverty or food insecurity.
Right side shows percent changes in that share over time, across the different measures. Consumption (Meyer-
Sullivan) corresponds to CPI-Low, Consumption (Jaravel) to CPI-High.

has been some convergence in poverty rates between 1997-2014 across regions.

Our findings on poverty rates in the mid-west are in line with a large strand of literature on
labor force participation and non-employment. Manufacturing and routine occupations play an
important role in the mid-west, but have been increasingly affected by technological changes
and offshoring. Austin et al. (2018) find that the economic convergence of American regions
has greatly slowed, and rates of long-term non-employment have even been diverging, with the
rate of non-employment increasing disproportionately more in the eastern parts of the American
heartland.2 Abraham and Kearney (2020) conclude that labor demand factors, in particular
increased import competition from China and the penetration of robots into the labor market,
are the most important drivers of observed within-group declines in employment. The fact that
the GFC in particular led to a large increase in poverty is in line with the previous literature
showing that the vast majority of employment in routine occupations was lost during recessions
and never recovered (Jaimovich and Siu, 2020).

2.4 Consumption Poverty And The Expanded Child Tax Credit

The 2021 American Rescue Plan (ARP) significantly expanded the child tax credit (CTC) for
2021. Prior to the ARP, the child tax credit was a $2,000 maximum per child annual credit for
families. The exact amount depended on the family’s annual income. Individuals with income
below $200,000 ($400,000 for joint filers) received a credit of up to $2,000 for every dependent

2Krueger (2017) shows that labor force participation has fallen more in areas where relatively more opioid
pain medication is prescribed, causing the problem of depressed labor force participation and the opioid crisis to
become intertwined.
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Figure 6: Regional Poverty Thresholds

Sources: BLS, CE survey, and IMF staff calculations.
Notes: Based on CPI-High and family of four.

Figure 7: Regional and Federal Poverty Rates

Sources: BLS, CE survey, and IMF staff calculations.
Notes: CPI-High= CPI-U+0.4; CPI-Low=CPI-RS-0.8. CPI-High is based on findings by Jaravel (2019), CPI-Low
corresponds to the measure used by Meyer and Sullivan (2012b); and Meyer and Sullivan (2019).

from ages 0 to 16, and up to $500 for dependants 17 and older. If a taxpayer’s income tax liability
was less than the maximum value of the child tax credit, the taxpayer may have been eligible
to receive all or part of the difference as a refundable credit. The CTC gradually increased, or
phased in, as earned income rose above $2,500, with up to $1,400 of the credit refundable per
qualifying child for filers with at least $2,500 of earned income. So low income families did not
receive the full credit. The ARP made several adjustments: for single filers with income of up to
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$75,000 ($150,000 for joint filers), the maximum credit increased to $3,600 for dependants from
ages 0 to 5 and $3,000 for dependants ages 6 to 17. The increased benefit amount phases out up
to an income of $95,000 ($170,000 for joint filers). Moreover, in 2021, the credit amount will be
fully refundable for all eligible filers regardless of their earned income amounts. Between July
and December 2021, the CTC will be paid out monthly.

A natural question is whether the CTC expansion can significantly lower child consumption
poverty. We have consumer unit annual income, marital status and information on the number
and age of children in the CE survey and use that with the CTC income thresholds to calculate
the additional CTC that families get under the ARP compared to the old system. In order
to calculate the effect on consumption poverty, we simply add the additional CTC to the con-
sumption of the consumer unit and test whether the consumer unit - and therefore its kids - is
still below the poverty threshold. This exercise is based on two assumptions. First, we assume
that the whole increase of the CTC translates into higher consumption. Since this exercise fo-
cuses on families close to the poverty threshold, the propensity to spend should be significantly
higher than for the rest of the population. That said, an important caveat to this static exercise
is that it abstracts from behavioral changes in response to the increase in the CTC, includ-
ing for instance, employment decisions of the household head. Thus, our estimates provide an
upper bound to the possible impact. Second, we assume that all married couples are filing jointly.

The CTC expansion leads to a significant decrease in poverty among households with chil-
dren, with some variation depending on which CPI is used. Using the official CPI, the CTC is
projected to reduce child poverty from around 12 percent to 5.5 percent, which is a 54 percent re-
duction (Figure 8). Using the CPI that incorporates income inequality, the reduction is around
34 percent. These results are broadly similar in magnitude to recent estimates from Corinth
et al. (2021) and Columbia University’s Center on Poverty and Social Policy, using income-based
poverty.3

3https://www.povertycenter.columbia.edu/news-internal/2021/presidential-policy/
biden-economic-relief-proposal-poverty-impact
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Figure 8: The Child Tax Credit And Consumption Poverty

Sources: BLS, CE survey, and IMF staff calculations.
Notes: CPI-High= CPI-U+0.4; CPI-Low=CPI-RS-0.8. CPI-High is based on findings by Jaravel (2019), CPI-Low
corresponds to the measure used by Meyer and Sullivan (2012b); and Meyer and Sullivan (2019).

3 The Determinants of Poverty

3.1 Data and Methodology

3.1.1 Data

For the following analyses, we use the overall poverty rate adjusted for inflation inequality and
differences in regional inflation from 1984 to 2019 (CPI-High Regional in Figure 7) as the de-
pendent variable. In total, we have 870,047 observations (98,997 observations for the poor and
771,050 for the non-poor), with an average of 24,168 observations per year and a minimum of
17,149 observations in year 1985 and maximum of 32,326 observations in year 2003. There are
missing observations for some household characteristics (such as "receiving housing support",
"hours worked per week by CU head", "occupation of CU head"). Therefore, to carry out ro-
bustness checks, we use subsets of the original data (783,403 observations for "housing support",
632,231 for "hours worked", 598,119 for "occupation"). We provide a brief discussion on the
results associated with these robustness checks in Appendix B.

A closer look at the data reveals the main household characteristics associated with our poverty
measure. As shown in Table 1, poor consumption units tend to be larger with more children and
headed by younger individuals. Family size among poor consumption units has increased over
the years in contrast to the non-poor. In addition, poor consumption units are more likely to be
single headed rather than headed by a married couple. Single parents are mostly single mothers.
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Poor consumption units are more likely to be headed by less educated individuals that are not in
full-employment and are more likely to be minorities. Additionally, a larger fraction of the poor
receive housing support compared to the non-poor. The data also suggest a somewhat higher
prevalence of poverty in the south and mid-west compared to the northeast and west even after
adjusting for price differences.

Table 1: Who are the poor?

1984-1989 1990-1999 2000-2007 2008-2019
Variable Poor Not poor Poor Not poor Poor Not poor Poor Not poor

Family size 2.95 2.54 3.10 2.48 3.16 2.48 3.14 2.39

No. children <18 1.17 0.64 1.25 0.64 1.19 0.62 1.12 0.54

No. adults >64 0.29 0.29 0.26 0.31 0.27 0.32 0.29 0.38

Age of CU head 42.40 46.68 42.54 48.05 43.33 49.37 44.75 51.58

Single parent 16.8% 5.0% 15.5% 5.3% 12.1% 5.2% 10.6% 4.7%

Single mother 16.1% 4.3% 14.9% 4.6% 11.2% 4.4% 9.6% 3.9%

Married 35.5% 58.2% 38.7% 56.4% 40.5% 55.4% 38.9% 52.6%

Widowed 14.0% 10.9% 11.2% 10.8% 9.8% 10.2% 8.3% 9.7%

Separated/divorced 18.3% 14.4% 19.1% 16.2% 17.3% 16.6% 18.0% 17.8%

Never married 32.1% 16.5% 30.9% 16.7% 32.4% 17.8% 34.8% 19.9%

High school or less 53.6% 20.2% 42.9% 15.2% 38.1% 12.3% 32.6% 9.8%

Some college 42.0% 54.3% 52.1% 56.6% 56.0% 57.5% 58.8% 54.2%

Bachelor’s or more 4.3% 25.5% 5.0% 28.2% 5.9% 30.2% 8.5% 36.0%

White 67.0% 87.3% 69.0% 85.3% 71.3% 82.9% 71.8% 80.3%

Black 28.4% 8.9% 25.1% 10.0% 21.5% 10.1% 19.3% 10.9%

Hispanic 14.1% 4.7% 18.2% 6.0% 24.0% 8.5% 25.8% 11.6%

Northeast 22.0% 22.2% 22.2% 20.2% 17.2% 17.3% 16.8% 18.8%

Midwest 26.6% 25.5% 22.8% 25.3% 24.0% 22.8% 24.5% 21.3%

South 34.9% 27.8% 35.0% 30.6% 38.3% 33.3% 37.8% 35.9%

West 16.4% 24.4% 20.0% 23.9% 23.0% 25.5% 20.9% 24.1%

Receives housing support1 13.3% 2.5% 13.6% 3.3% 16.8% 4.9% 16.1% 6.8%

Full time worker1 67.9% 88.9% 72.9% 87.3% 69.9% 83.7% 65.1% 82.2%

No. observations 12,215 100,583 25,161 183,083 27,845 216,120 33,776 271,264

Notes: This table shows average values for the respective groups (poor vs. not poor) and time periods.
1 Statistics based on a restricted sample of 783,403 (Receives housing support) and 632,231 (Full time worker)

observations, respectively.
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3.1.2 Motivation Behind Empirical Methods

This paper provides a comprehensive analysis on the drivers of poverty via the application of
various estimation methods, such as probit, tobit, and machine learning algorithms. While it
is widely recognised in the poverty literature that traditional methods such as probit or tobit
can contribute to understanding the main factors influencing poverty status, the application of
machine learning techniques in this context is limited to only a few countries (Sohnesen and
Stender, 2016; Zhao et al., 2019). Because machine learning, unlike probit or tobit, offers a
nonparametric and flexible way to model poverty status, we hope to develop a superior poverty-
identification technique that not only results in higher predictive power but also reveals more
clearly the underlying empirical relationships considered.

In the following sections, we describe in more detail the application of the aforementioned ap-
proaches.

3.1.3 Probit

In this section, we present the econometric model used to identify the determinants of poverty
status. Based on our preferred poverty measure, we represent poverty status as a binary variable
Y which takes the value of 1 if a given consumer unit is poor and 0 otherwise. It is widely under-
stood that a linear model would not be adequate in this scenario as it assumes the conditional
probability function to be linear, thus we adopt a probit model which is commonly used in the
poverty literature (Bahta and Haile, 2013; Cho and Kim, 2017; Drescher and Janzen, 2021).
Our baseline model is

Y = α1 +Xβ1 +Hγ1 + Tδ1 + ε1. (1)

In probit regressions, the cumulative normal distribution function Φ(·) is used to model the
regression function when the dependent variable is binary (Stock and Watson, 2015). Therefore
we have

E(Y |X,H,T ) = P(Y = 1|X,H,T ) = Φ(α1 +Xβ1 +Hγ1 + Tδ1), (2)

where the probability of being poor is modelled as a function of CU characteristics X (number
of children, number of elderly, whether the CU is headed by a single mother, race, ethnicity,
region), characteristics of the CU head H (education, marital status), t − 1 indicator variables
in T that control for the survey year (t = 36), and ε1 is an error term assumed to be distributed
∼ N (0, 1). Table C.1 provides a detailed description of the variables considered.

Since the dependent variable Y is a nonlinear function of all covariates in X,H, and T , the
estimated coefficients in β1,γ1, and δ1 have no simple interpretation. In order to quantify the
effect of a given variable on the probability of being poor, we calculate average marginal effects
(AME) with respect to each characteristic we are interested in (discussed in Section 3.2.1). To
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evaluate the time dynamics of β1 and γ1, we interact all covariates in X and H with a categor-
ical variable that takes values 1,2,3,4 according to different time periods (1984-1989, 1990-1999,
2000-2007, 2008-2019, respectively).

3.1.4 Tobit

One limitation with respect to the probit model defined in Equation 2 is that we are forgoing
valuable information regarding the poor, namely how deep into poverty they are. For this reason,
we adobt a tobit model in Equation 3, coined by Tobin (1958), and following Asogwa et al. (2012),
in order to incorporate the severity of poverty and to estimate the determinants of poverty depth.
First, we define our latent dependent variable P ∗ as [p∗i ] =

(
zi−ci
zi

)
, where zi and ci represent the

poverty threshold and consumption for CU i in USD, respectively. This measure of poverty depth
represents how far away a CU is from the poverty line, in proportion to the poverty threshold
itself. Therefore,

P =

α2 +Xβ2 +Hγ2 + Tδ2 + ε2 ≡ P ∗, if P ∗ ∈ (0, 1)

0, if P ∗ ≤ 0,
(3)

where P is discrete and equal to 0 when the CU is not poor and continuous within the range
(0,1) when the CU is poor, and ε2 is an independently distributed error term assumed to be
normal with mean zero and constant variance σ2.

Although the estimated coefficients from Equation 3 can only be interpreted as the respective
marginal effects on poverty depth for all observations (poor and non-poor CUs), we follow the
decomposition method by McDonald and Moffitt (1980) to gain additional insight on how these
characteristics affect poverty depth among the poor. As shown in Equation 4, the total change in
P with respect to any variable, let’s take X1, can be disaggregated into two components: (1) the
intensive margin, i.e. the change in the expected poverty depth with respect to X1 conditional
on being poor, weighted by the probability of being poor; and (2) the extensive margin, i.e. the
change in the probability of being poor with respect to X1, weighted by the expected poverty
depth among the poor. This decomposition illustrates the advantages the tobit model offers over
the probit model, as the latter only focuses on the extensive margin.

∂ E[P ]

∂X1
= P(0 < P < 1)

∂ E[P |0 < P < 1]

∂X1
+ E[P |0 < P < 1]

∂ P(0 < P < 1)

∂X1
(4)

Similarly to our probit analysis, we evaluate the time dynamics of β2 and γ2 by interacting all
covariates inX andH with a categorical variable that takes values 1,2,3,4 according to different
time periods (1984-1989, 1990-1999, 2000-2007, 2008-2019, respectively).
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3.1.5 Machine Learning

We begin this exercise by considering a standard random forest model (Breiman, 2001). This
supervised algorithm can be used for classification, i.e. to determine whether a consumer unit is
poor based on a set of observables. In our case, given data on poverty status and household char-
acteristics in X and H, the random forest consists of various classification trees that attempt
to predict whether a given household is poor or not (see Figure A.1 for an example). Finally,
these decisions are merged together to get a more accurate and stable prediction. One limitation
associated with traditional random forest is that it does not perform very well with respect to
unbalanced panels. In our case, roughly 11.4% of the consumer units in our sample are poor,
leading us to explore variations of traditional random forest (RF) models, such as balanced ran-
dom forest (BRF)4 and gradient boosting (GBM)5. While the performance of these models with
respect to traditional random forest varies depending on specific circumstances, researchers have
found convincing evidence in favour of BRF models, when the dataset is heavily tilted towards
one group (Ling and Li, 1998; Drummond and Holte, 2003). More detail on the application of
these models in the context of our analysis is provided in Appendix A.

3.1.6 Assessing Model Performance

To assess how well we can predict poverty status, we train our probit and machine learning
models on a training sample (roughly 70% of the original data)6 and compare the out-of-sample
classification error. This makes the performances of the individual models comparable as other
metrics, such as R-squared, do not exist in the same way across our approaches. In general, we
focus on Type II errors, i.e. how many people we fail to classify as poor.

3.2 Findings

3.2.1 Probit

Table 2 presents the estimated coefficients in X and H resulting from our probit analysis.
As previously mentioned, the magnitude of these coefficients is not easy to interpret but the
sign is indicative of whether a given variable is positively or negatively correlated with the
likelihood of being poor. In order to correctly interpret the coefficients on variables related to
region (West, South, Midwest), marital status (Married, Widowed, Separated or divorced) and
education (Some college, Bachelor’s or higher), one must relate them to the respective omitted
category (Northeast, Never married, Less than high school). For example, a negative sign on

4This method, as the name suggests, requires that each tree is given a sample where the proportion of poor
vs. not poor is 1:1.

5Boosting is a general technique that improves accuracy by training subsequent trees (or learners) on the errors
made by previous trees.

6Training (test) sample is constructed by randomly choosing 70% (30%) of households each year.
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the coefficient for “West" means that, holding all other factors constant, a consumer unit is less
likely to be poor if it is located in the West rather than Northeast. It is worthwhile to note
that almost all coefficients are statistically significant at the 1% level. In addition to the two
specifications discussed in Section 3.1.3, we provide a robustness check (3) where we control for
the age of the CU head using a second degree polynomial. We observe a modest shrinkage in the
coefficients related to marital status, which can be explained by the positive correlation of age
and being married, widowed, separated or divorced. After controlling for age of the CU head as
well as marital status, the coefficient on “Single mother” becomes insignificant.

Table 2: Probit - Estimated coefficients

(1) (2) (3)

Variable 1984-1989 1990-1999 2000-2007 2008-2019 Pooled sample Pooled sample

No. adults >64 0.123∗∗∗ 0.085∗∗∗ 0.093∗∗∗ 0.053∗∗∗ 0.080∗∗∗ 0.083∗∗∗

No. children <18 0.257∗∗∗ 0.258∗∗∗ 0.236∗∗∗ 0.241∗∗∗ 0.244∗∗∗ 0.226∗∗∗

Single mother 0.213∗∗∗ 0.100∗∗∗ −0.032∗ −0.025 0.042∗∗∗ 0.027

Some college −0.667∗∗∗ −0.619∗∗∗ −0.583∗∗∗ −0.584∗∗∗ −0.607∗∗∗ −0.637∗∗∗

Bachelor’s or higher −1.304∗∗∗ −1.326∗∗∗ −1.262∗∗∗ −1.257∗∗∗ −1.279∗∗∗ −1.264∗∗∗

Widowed −0.648∗∗∗ −0.599∗∗∗ −0.563∗∗∗ −0.503∗∗∗ −0.549∗∗∗ −0.351∗∗∗

Separated or divorced −0.625∗∗∗ −0.504∗∗∗ −0.462∗∗∗ −0.390∗∗∗ −0.455∗∗∗ −0.162∗∗∗

Married −0.948∗∗∗ −0.777∗∗∗ −0.696∗∗∗ −0.599∗∗∗ −0.704∗∗∗ −0.451∗∗∗

Hispanic 0.461∗∗∗ 0.419∗∗∗ 0.407∗∗∗ 0.266∗∗∗ 0.357∗∗∗ 0.353∗∗∗

African American 0.491∗∗∗ 0.355∗∗∗ 0.276∗∗∗ 0.216∗∗∗ 0.303∗∗∗ 0.366∗∗∗

West −0.193∗∗∗ −0.210∗∗∗ −0.145∗∗∗ −0.073∗∗∗ −0.140∗∗∗ −0.163∗∗∗

Midwest 0.015 −0.110∗∗∗ −0.047∗∗∗ 0.141∗∗∗ 0.010 −0.011

South 0.029 −0.074∗∗∗ −0.022∗ −0.002 −0.024∗∗∗ −0.044∗∗∗

Control for age of CU head No No Yes

Pseudo R squared 0.171 0.168 0.189

No. observations 609,303 609,303 609,303

Notes: This table shows the estimated coefficients in β1 and γ1 from Equation 2, as well as time dynamics.
Additionally, we provide a robustness check by controlling for the age of the reference person by including
second degree polynomial. ∗∗∗, ∗∗, and ∗ represent 1%, 5%, and 10% levels of significance, respectively.

In order to quantitatively assess the effect of each of the variables considered on the probability
of being poor, i.e. the extensive margin, we calculate the respective average marginal effects
(AMEs), to not confuse with marginal effects at the mean. In other words, for each variable we
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evaluate the marginal effect for each consumer unit in our sample, and simply take the unweighted
average. Figure 9 shows the time dynamics of the AMEs associated with specification (1) in
Table 2. We observe that African American and Hispanic households, as well as households with
more children, are more likely to be poor. However, notably, the positive correlation of race and
ethnicity with respect to poverty status has halved since 1980’s. More specifically, we find that,
after controlling for other factors, Hispanic and African American families in the 80’s were 9-10%
more likely to be poor than their counterparts (non-Hispanic, non-African American CUs), while
now they are only 4-5% more likely to be poor. This could reflect successful policies aimed at
reducing racial and ethnic inequality but also stresses the point that there is still more work
to do. On the other hand, consumer units where the household head has at least a Bachelor’s
degree are roughly 12% less likely to be poor than households where the reference person has not
completed high school. Similarly, after controlling for other household characteristics, we find
that CUs where both adults are married are about 8% less likely to be poor than households
headed by an individual who has never been married. While the importance of education in
determining poverty status has increased over time, we find the opposite with respect to marital
status.

Figure 9: Probit - Estimated Marginal Effects

Sources: BLS, CE survey, and IMF staff calculations.
Notes: This chart shows time dynamics of average marginal effects with respect to the probability of being poor,
for each of the variables considered in our baseline specification. All effects are statistically significant at the 1%
level, except for shaded columns (not significant).
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We also find that, even after controlling for marital status, education, and number of children,
single mother households do not necessarily experience a higher likelihood of being poor in the
last twenty years. Though the opposite can be said regarding the first fifteen years of our sample,
where single mother households are positively, and significantly, correlated with poverty. While
the role of education has become more important over time, our results suggest that marital
status played a bigger role in the 1980s than in present time. The result that education has
become a more important predictor of poverty is in line with a number of papers by Case and
Deaton (e.g., Case and Deaton (2020)), which find a central division is between those who do
or do not have a four-year college degree in explaining wage and health outcomes. Finally,
controlling for inflation inequality across regions and all other factors, we find that following the
Global Financial Crisis poverty became more prevalent in the Midwest, compared to the rest of
the United States.

3.2.2 Tobit

Table 3 presents the decomposition of the estimated coefficients from Equation 3. With the
exception of “Midwest” and “Single mother”, all of the coefficients are statistically significant at
the 1% level. Focusing on the overall margins, a positive sign would translate into an increase in
poverty depth, while a negative sign would represent a decrease in the distance to the poverty
threshold. A general comparison with our probit results (Table 2, (2)) shows that the variables
considered have similar economic relationships with both poverty depth and poverty status, as
expected.

The very intuitive formula outlined in Equation 4 allows us to comment on multiple findings.
The fraction of the overall margin that is due to the intensive margin is roughly equal to 0.17.
This can be calculated by taking the ratio of the intensive margin to the overall margin in Ta-
ble 3. This means that for each of the factors considered, there is a strong effect on the overall
probability of being poor, and a much weaker effect on poverty depth among the poor. Confirm-
ing our probit findings, minority and larger CUs, especially with more children, are more likely
to be poor while consumer units where the adults are married and the head has achieved higher
education are least likely to be poor.

It is helpful to think about the magnitude of intensive margin in relation to the distribution
of poverty depth, shown in Figure 10. With a median of roughly 0.20, a representative, poor
consumer unit is typically 20% into poverty, though there is a high concentration of CUs just
below the threshold. While region does not play a big role, households where the adults are
married and at least one parent has achieved a Bachelor’s degree are more likely to be closer to
the poverty line. For those poor consumer units that are on the margin, i.e. very close to the
poverty line, a decision such as pursuing a college degree or getting married, holding everything
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Table 3: Tobit - Decomposition of Estimated Overall Margins (Pooled Sample)

Overall Intensive Extensive

No. adults >64 0.023∗∗∗ 0.004∗∗∗ 0.019∗∗∗

No. children <18 0.090∗∗∗ 0.014∗∗∗ 0.076∗∗∗

Single mother −0.006∗ −0.001∗ −0.005∗

Some college −0.235∗∗∗ −0.038∗∗∗ −0.197∗∗∗

Bachelor’s or higher −0.523∗∗∗ −0.084∗∗∗ −0.439∗∗∗

Widowed −0.244∗∗∗ −0.039∗∗∗ −0.205∗∗∗

Separated or divorced −0.204∗∗∗ −0.033∗∗∗ −0.171∗∗∗

Married −0.308∗∗∗ −0.049∗∗∗ −0.259∗∗∗

Hispanic 0.134∗∗∗ 0.021∗∗∗ 0.113∗∗∗

African American 0.111∗∗∗ 0.018∗∗∗ 0.093∗∗∗

West −0.061∗∗∗ −0.010∗∗∗ −0.051∗∗∗

Midwest 0.000 0.000 0.000

South −0.014∗∗∗ −0.002∗∗∗ −0.012∗∗∗

Pseudo R squared 0.193

No. observations1 609,214

Notes: This table shows the estimated overall margins in β2 and γ2 from Equation 3 and the decomposition
into intensive and extensive margins.

1 89 observations were dropped because consumption was either zero or negative.

else constant, could have significant positive implications. In more practical terms, we find that,
after controlling various household characteristics, poor CUs where the reference person has at
least a Bachelor’s degree, as opposed to not having graduated high school, will, on average, be
roughly 8.5% closer to the poverty threshold. Similarly, a poor household where the reference
person is married, as opposed to single, will, on average, be 5% closer to the poverty line. On
the other hand, poor African American and Hispanic households are more likely to be deeper
into poverty, though the magnitude of the intensive margins are 2-3 times smaller than other
variables such as marital status and education.

22

©International Monetary Fund. Not for Redistribution



Figure 10: Tobit - Distribution of Dependent Variable Among the Poor

Sources: BLS, CE survey, and IMF staff calculations.
Notes: This chart shows the distribution of the dependent variable when the household is poor. We define poverty
depth as the distance to poverty line divided by the the poverty line, hence our dependent variable becomes a
ratio. The closer the value is to 0, the closer the CU is to the poverty threshold, and vice-versa.

Table 4 shows time dynamics for the coefficients in X and H discussed above. We can observe
similar patterns to Section 3.2.1 where the overall effects on race, ethnicity and marital status
shrink over time. Additionally, consumer units located in the Midwest following the Global Fi-
nancial Crisis are, on average, deeper into poverty than CUs in the rest of the United States.
Although the overall margins are getting smaller over time, it is worthwhile to note that the esti-
mated probability of being poor, P(0 < P < 1), i.e. the fraction of the overall margin associated
with the intensive margin, has increased over time by roughly 2% (from 15% in 1984-1989 to
16.9% in 2008-2019). This implies that the role of household and socio-economic characteristics
in determining whether a CU is poor (i.e. extensive margin) has decreased marginally over time
and, consequently, they now play a bigger role in explaining poverty depth.
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Table 4: Tobit - Time Dynamics in Estimated Overall Margins

1984-1989 1990-1999 2000-2007 2008-2019

Fraction of intensive margin 0.150 0.153 0.161 0.169

No. adults >64 0.035∗∗∗ 0.024∗∗∗ 0.028∗∗∗ 0.013∗∗∗

No. children <18 0.094∗∗∗ 0.095∗∗∗ 0.088∗∗∗ 0.088∗∗∗

Single mother 0.048∗∗∗ 0.010 −0.036∗∗∗ −0.025∗∗∗

Some college −0.267∗∗∗ −0.237∗∗∗ −0.221∗∗∗ −0.223∗∗∗

Bachelor’s or higher −0.544∗∗∗ −0.541∗∗∗ −0.512∗∗∗ −0.507∗∗∗

Widowed −0.287∗∗∗ −0.262∗∗∗ −0.251∗∗∗ −0.221∗∗∗

Separated or divorced −0.272∗∗∗ −0.222∗∗∗ −0.208∗∗∗ −0.175∗∗∗

Married −0.410∗∗∗ −0.335∗∗∗ −0.305∗∗∗ −0.260∗∗∗

Hispanic 0.178∗∗∗ 0.155∗∗∗ 0.155∗∗∗ 0.096∗∗∗

African American 0.186∗∗∗ 0.132∗∗∗ 0.098∗∗∗ 0.075∗∗∗

West −0.087∗∗∗ −0.090∗∗∗ −0.060∗∗∗ −0.032∗∗∗

Midwest 0.000 −0.053∗∗∗ −0.023∗∗∗ 0.056∗∗∗

South 0.011 −0.034∗∗∗ −0.013∗∗∗ −0.006

Pseudo R squared 0.197

No. observations1 609,214

Notes: This table shows estimated time dynamics in β2 and γ2 from Equation 3 and, for each time period, the
fraction of the overall margin due to the intensive margin.

1 89 observations were dropped because consumption was either zero or negative.

3.2.3 Machine Learning

We first compare the predictive accuracy of our machine learning models in order to select our
preferred method of analyzing the determinants of poverty. Figure 11 compares the out-of-sample
classification error on poor consumer units for each of the methods considered in this paper, in-
cluding probit. We can see that, given the nature of our dataset, standard machine learning
does not provide an advantage over more traditional methods that have been extensively relied
on in the poverty literature. Though, by down-sampling our data (i.e. forgoing information
on the “not poor” such that trees in random forest are trained on a balanced sample), we can
achieve significant improvements in prediction power. More specifically, by adopting a balanced
random forest algorithm (BRF) we can improve the classification error on the poor by roughly
65%. A rather sizeable classification error of 25% prevails given our preferred method of esti-
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mation and cannot be ignored, as there may be additional factors that are not taken into account.

Figure 11: Comparison of Predictive Performance

Sources: BLS, CE survey, and IMF staff calculations.
Notes: Out-of-sample prediction was done on a 30% split of the original data.

Figure 12 presents the ranking of variables in X and H in terms of their contribution to the
predictive accuracy associated with the balanced random forest algorithm. Although the inter-
pretation of these results compared to probit or tobit differs, we should expect to see similar
patters. In other words, if a variable has a substantial effect on the likelihood of being poor, it
is likely that it will also be an important factor for prediction.

While regional differences do not seem to contribute much, the number of children and hav-
ing a Bachelor’s degree or more are important predictors of poverty, and have become more so
over time. On the other hand, while being an African American household was the best iden-
tifier of poverty in the 1980’s, its relative importance has decreased substantially. The same
applies to Hispanic heritage since the 1990’s. Although marital status of the household head has
a relatively small contribution to the predictive accuracy of our model, whether a household is
headed by a single mother proves to be a major identifier of poverty status. This result, though
a bit contradictory of the discussion in Section 3.2.1 and 3.2.2, can be explained by the nature
of the random forest algorithm. Generally speaking, for a given tree, at each decision point the
objective is to find a variable that leads to the optimal split of the data. Since the fraction
of poor CUs that are lead by a single mother is roughly four times greater than for non-poor
consumer units, this variable will have a high likelihood of being picked.
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Figure 12: Balanced Random Forest - Variable Importance

Sources: BLS, CE survey, and IMF staff calculations.
Notes: This charts shows, for each time period, the ranking of variables based on their contribution to the
predictive accuracy of balanced random forest (BRF).

4 Conclusion

A substantial literature has examined the evolution of poverty in the United States. In this
paper, we use micro-data from household expenditure surveys to measure consumption poverty
over the last four decades. Our results document that the share of the population in poverty is
highly sensitive to the choice of price index. In contrast to previous studies based on consumption
poverty, we show that when accounting for inflation inequality, there is no clear downward trend
in poverty rates. Moreover, we show that child poverty has increased over the last forty years.
Our preferred measure of poverty correlates well with other measures of material hardship, such
as food insecurity and difficulties with paying rent, meeting medical needs and paying for es-
sential household expenses. Relative consumption poverty measures illustrate that an increasing
share of Americans are falling behind.

We also shed new light on the determinants of U.S. poverty, using probit, tobit, and machine
learning models. Families with more children, African American families, and Hispanic fami-
lies are more likely to be poor. On the other hand, families where the household head holds a
Bachelor’s degree or more or where the adults are married are less likely to be poor. Controlling
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for time dynamics, regional differences have widened since the Global Financial Crisis (GFC),
with families located in the mid-west experiencing a higher likelihood of poverty. Moreover, a
Bachelor’s degree became even more important in the last decade compared to the 1980s while
marital status and race became less important in explaining poverty. However, race and ethnicity
are still significant determinants of poverty, even after we control for many other characteris-
tics, such as education and employment status. Machine learning models confirm that we are
focusing on the most important explanatory variables. However, even with our preferred model
specification a sizeable prediction error remains, pointing to the role of random factors, or "bad
luck" in explaining poverty.

While more than 15 percent of adults and 20 percent of children lived in poverty in 2019,
the good news is that policies can play an important role in combating economic hardship. A
natural experiment with the expanded child tax credit that was put in place for one year in
the 2021 American Rescue Plan shows that it can reduce annual child poverty by more than
a third. Our findings on the still significant role of race/ethnicity in determining poverty also
point to the importance of continuing with policies that advance racial equity and support for
under-served communities. Finally, in line with previous studies, we document the important
role of education in reducing the likelihood of falling into poverty. Investment in early childhood
has clear benefits, while there is increasing evidence that there is a divide between those with
and without a college degree in terms of income and health (Case and Deaton, 2020).

There are several avenues for future work. First, our methodologies could be applied to study
poverty during the COVID pandemic and assess how effective the fiscal stimulus measures such
as the stimulus checks and unemployment benefit programs were in combating poverty. This
could yield useful lessons for future crises. Another interesting direction for future research is to
explore how the consumption patterns of the poor have evolved and adjust for changes in living
standards and the quality of the underlying consumption basket. Items that were not available or
needed in the 1980s, may now be considered necessities (such as a computer to work from home).
Other countries (e.g., New Zealand) have attempted to identify a minimum consumption basket
that changes through time as new items become essential. This could provide an interesting
alternative to standard poverty measures. The poor may also have reduced their consumption of
public goods, such as education, especially when adjusting for the decline in the quality of first
and secondary public education. This would have important implications not only for present
levels of poverty but also future poverty rates.
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A Machine Learning

In this section, we provide a detailed description of the random forest algorithm and its variations
as they were applied in the context of our analysis.

We first apply the most simple version of random forest, where the basic procedure illustrated
in Figure A.1 can be summarized in the following steps:

1. Divide original sample into training (70%) and validation (30%) sets

2. For each of K trees, draw a random sample with replacement from the training set

3. Grow each classification tree based on the respective random samples

(a) For every decision node in a given tree, randomly select a subset M from the total
number of variables available

(b) Determine which variable is used for splitting at each node based on the highest
reduction in residual sum of squares

(c) Grow each tree until a condition is met. In our case, we grow each tree until a split
leads to fewer than 20 observations

4. Repeat steps 2 and 3, K times.

This method is popular among econometricians because it requires input on only two parame-
ters: (i) the number of trees, K; and (ii) the number of variables, M , at each decision node, to
be considered for the split. We rely on five-fold cross-validation in order to choose the optimal
parameters. It is the case that, keeping everything else constant, M = 5 leads to the lowest
cross-validation error. Given the choice of M , we find that after K = 50 trees there is no signif-
icant improvement in the cross-validation error.

Because the group of interest, poor households, represents a small fraction of our sample (roughly
11.4%), we apply a variation of traditional random forest adequate for unbalanced samples. More
specifically, we use balanced random forest. The main deviation from the traditional method
described above lies in Step 2. Instead, for each tree, we draw a random sample of size 2X,
where X is the number of poor households in the training set. Each strata, or group, is sam-
pled randomly with replacement for total size X, respectively. Hence, the ratio of poor-to-non
poor households is 1:1. For example, in 1984-1989 we only have 12,215 poor. This means that
each tree is given a random sample of size 24,430, where the share of poor is 50%. The main
drawback of this method is the loss of information regarding the majority group. This will have
implications for predictive accuracy. We can expect to do a better job at predicting the poor,
but also a worse job at predicting the non-poor.
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Figure A.1: Random forest - A Simple Classification Tree

An alternative method considered in this analysis is gradient boosting, which is regarded as
a stage-wise additive model. It combines several “weak learners” into a strong learner through an
iterative process. A weak learner can be regarded as a tree that is just better at predicting than
a random coin toss. The algorithm first creates a simple classification tree based on a random
sample with replacement from the training set and attempts to predict whether a consumer unit
is poor or not. Then at each iterative step, a new classification tree is trained on the errors
(residuals) of the previous tree. Given that traditional random forest does not predict the poor
very well, this method will allocate more weight to those observations with higher classification
error rate (i.e. the poor), and contribute to higher predictive accuracy.

B Robustness Checks

This section presents three robustness checks for our probit analysis. We acknowledge that
our baseline model in Equation 2 may suffer from omitted variable bias. Though our choice of
variables in X and H was conditioned by the coverage of the Consumer Expenditure Survey, as
it led to no missing observations, we were able to recover enough information on work-related
characteristics of the CU head (hours worked and occupation) and whether the CU receives
government support for housing. As the number of missing observations with respect to the
three variables mentioned above varies both in magnitude and over time, we use three different
sub-samples. Our main concern is the introduction of bias once we alter the size of the original
data. If either poor or non-poor consumer units are more likely to not report information on
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hours worked, occupation, or whether they receive housing support from the government, the
resulting sample will be biased once we drop these missing observations. More specifically, we
find that the share of poor households in our sample went from 11.4% (original data) to 9.0%
(hours worked), 9.1% (occupation), and 12.2% (housing support). This implies that while poor
households are more likely to omit information on work-related characteristics, it is the case
that non-poor households are more likely to omit whether they receive housing support from the
government. Thus, we acknowledge the possibility of working with slightly biased samples in
this section, though we find this exercise useful in confirming the robustness of our findings in
Section 3.2.

Housing Support

Government support, if correctly targeted, can aid families facing hardship by granting access to
additional resources. As a large portion of the expenditure basket for poor households is directed
towards rent and food, programs such as government housing and food assistance can make a
significant impact. The CES provides information on whether a household experiences lower rent
due to government assistance and whether the consumer unit is part of a public housing project.
We combine this information into an indicator variable, G, which takes the value of 1 if either
of the above is true, and 0 otherwise, and include it in our baseline Probit model specification.
This leads to the following specification:

E(Y |X,H,Y , G) = P(Y = 1|X,H,Y , G) = Φ(α3 +Xβ3 +Hγ3 + Tδ3 + ω3G). (5)

Table B.1 presents the estimated coefficients from Equation 5, and the respective time dynamics.
Overall, our main findings remain robust in that households where the household head has at
least a Bachelor’s degree or where both adults are married are less likely to be poor. On the other
hand, families with more children, African American families, and Hispanic families are more
likely to be poor, and the effects of race and ethnicity have decreased substantially over time.
We also continue to see regional difference emerging in the post-GFC period where households
located in the Midwest face a higher likelihood of being poor. Our findings also suggest that
families that receive housing support from the government are more likely to be poor. While
we cannot make any conclusion on the effectiveness of these policies on the likelihood of being
poor as we do not have a panel dataset, the positive sign associated with the estimate of ω3 can
be attributed to the fact that, in proportion, poor households are more likely to receive support
than non-poor CUs.
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Table B.1: Probit - Housing Support

(1) (2)

Variable 1984-1989 1990-1999 2000-2007 2008-2019 Pooled sample

No. adults >64 0.115∗∗∗ 0.082∗∗∗ 0.084∗∗∗ 0.093∗∗∗ 0.088∗∗∗

No. children <18 0.255∗∗∗ 0.255∗∗∗ 0.232∗∗∗ 0.244∗∗∗ 0.243∗∗∗

Single mother 0.113∗ 0.036∗∗∗ −0.101∗∗∗ −0.069∗∗∗ −0.016

Some college −0.641∗∗∗ −0.581∗∗∗ −0.564∗∗∗ −0.529∗∗∗ −0.573∗∗∗

Bachelor’s or higher −1.296∗∗∗ −1.278∗∗∗ −1.230∗∗∗ −1.157∗∗∗ −1.222∗∗∗

Widowed −0.683∗∗∗ −0.591∗∗∗ −0.557∗∗∗ −0.383∗∗∗ −0.513∗∗∗

Separated or divorced −0.635∗∗∗ −0.488∗∗∗ −0.450∗∗∗ −0.309∗∗∗ −0.425∗∗∗

Married −0.961∗∗∗ −0.757∗∗∗ −0.644∗∗∗ −0.439∗∗∗ −0.648∗∗∗

Hispanic 0.450∗∗∗ 0.416∗∗∗ 0.400∗∗∗ 0.213∗∗∗ 0.344∗∗∗

African American 0.455∗∗∗ 0.313∗∗∗ 0.246∗∗∗ 0.139∗∗∗ 0.262∗∗∗

West −0.213∗∗∗ −0.194∗∗∗ −0.130∗∗∗ −0.065∗∗∗ −0.134∗∗∗

Midwest 0.027 −0.107∗∗∗ −0.013 0.185∗∗∗ 0.024∗∗∗

South 0.028 −0.030∗∗ 0.014 0.034∗∗ 0.009

Receives housing support 0.521∗∗∗ 0.442∗∗∗ 0.459∗∗∗ 0.245∗∗∗ 0.375∗∗∗

Pseudo R squared 0.177 0.171

No. observations 548,740 548,740

Notes: This table shows the estimated coefficients in β3, γ3, and ω3 from Equation 5, as well as time dynamics.
∗∗∗, ∗∗, and ∗ represent 1%, 5%, and 10% levels of significance, respectively.

Hours Worked

Although a large fraction of the poor in the U.S. are primarily adults who do not participate in
the labor force and children, the “working poor” accounted for roughly 6.3 million individuals
in 2019 (19% of population below the official poverty line)7. Given information on the usual
hours worked per week by the reference person, we construct am indicator variable, F , which
takes the value of 1 if the CU head usually works 35 hours per week or more, and 0 otherwise.
The resulting sample, obtained by dropping observations with missing values, then consists of
only consumer units where the household head is employed, which explains the reduction of the
sample poverty rate from 11.4% to 9.0%. Including this information in our probit model leads
to the following specification:

7https://www.bls.gov/opub/reports/working-poor/2019/home.htm
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E(Y |X,H,Y , F ) = P(Y = 1|X,H,Y , F ) = Φ(α4 +Xβ4 +Hγ4 + Tδ4 + η4F ). (6)

Table B.2: Probit - Fulltime

(1) (2)

Variable 1984-1989 1990-1999 2000-2007 2008-2019 Pooled sample

No. adults >64 −0.154∗∗∗ −0.008 −0.034∗ −0.055∗∗∗ −0.048∗∗∗

No. children <18 0.264∗∗∗ 0.265∗∗∗ 0.245∗∗∗ 0.248∗∗∗ 0.251∗∗∗

Single mother −0.005 −0.007 −0.058∗∗∗ −0.031 −0.035∗∗∗

Some college −0.605∗∗∗ −0.542∗∗∗ −0.561∗∗∗ −0.543∗∗∗ −0.563∗∗∗

Bachelor’s or higher −1.284∗∗∗ −1.285∗∗∗ −1.225∗∗∗ −1.190∗∗∗ −1.232∗∗∗

Widowed −0.936∗∗∗ −0.819∗∗∗ −0.721∗∗∗ −0.592∗∗∗ −0.725∗∗∗

Separated or divorced −0.668∗∗∗ −0.545∗∗∗ −0.486∗∗∗ −0.437∗∗∗ −0.498∗∗∗

Married −0.883∗∗∗ −0.750∗∗∗ −0.662∗∗∗ −0.571∗∗∗ −0.676∗∗∗

Hispanic 0.462∗∗∗ 0.463∗∗∗ 0.440∗∗∗ 0.289∗∗∗ 0.387∗∗∗

African American 0.441∗∗∗ 0.290∗∗∗ 0.268∗∗∗ 0.221∗∗∗ 0.281∗∗∗

West −0.158∗∗∗ −0.220∗∗∗ −0.160∗∗∗ −0.095∗∗∗ −0.151∗∗∗

Midwest −0.015 −0.089∗∗∗ −0.038∗∗ 0.164∗∗∗ 0.017∗

South 0.039 −0.053∗∗∗ −0.042∗∗ −0.023 −0.029∗∗∗

Fulltime worker −0.678∗∗∗ −0.477∗∗∗ −0.452∗∗∗ −0.459∗∗∗ −0.491∗∗∗

Pseudo R squared 0.191 0.188

No. observations 442,981 442,981

Notes: This table shows the estimated coefficients in β4, γ4, and η4 from Equation 6, as well as time dynamics.
∗∗∗, ∗∗, and ∗ represent 1%, 5%, and 10% levels of significance, respectively.

Table B.2 presents the estimated coefficients from Equation 6, and the respective time dynamics.
We can observe that our findings with regards to race, ethnicity, education, region, and number
of children continue to hold once we control for part-time vs. full-time employment. While the
coefficients on marital status remain relatively unchanged, our results suggest that the number
of elderly residing in a CU is negatively associated with the likelihood of being poor. Even after
controlling for educational attainment and marital status of the reference person and other CU
characteristics, we find that households headed by a full time worker are much less likely to be
poor compared to a part time worker.
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Occupation

Similarly to our discussion above, we incorporate information regarding the occupation of the
household head. The resulting sample consists of consumer units where the household head
was employed at the time of survey and has reported the most relevant occupation. The new
specification reads as

E(Y |X,H,Y ,O) = P(Y = 1|X,H,Y ,O) = Φ(α5 +Xβ5 +Hγ5 + Tδ5 +Oρ5), (7)

where O represents a categorical variable for occupation. More detail can be found in Table C.1.

Table B.3 presents the estimated coefficients from Equation 7, and the respective time dy-
namics. First, it is important to point out that our main findings remain unchanged even after we
control for the occupation of the reference person. While it is not clear whether a larger number
of elderly residing in the CU is linked to a higher or lower probability of being poor, we can say
that, once we control for marital status, educational attainment, occupation and the number of
children, there is no clear evidence pointing to the fact that single mother households are more
likely to be poor. The likelihood of being poor varies widely by occupation. Families where the
reference head’s job position is one of management/professional, typically associated by higher
educational attainment, experience the lowest probability of being poor while households headed
by an individual in lower-skilled jobs (agriculture, manufacturing, protective/personal services)
are more likely to be poor.
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Table B.3: Probit - Occupation

(1) (2)

Variable 1984-1989 1990-1999 2000-2007 2008-2019 Pooled sample

No. adults >64 0.007 0.059∗∗∗ 0.026 −0.012 0.018∗

No. children <18 0.254∗∗∗ 0.253∗∗∗ 0.241∗∗∗ 0.247∗∗∗ 0.244∗∗∗

Single mother 0.037 0.036 −0.024 −0.008 −0.004

Some college −0.556∗∗∗ −0.488∗∗∗ −0.441∗∗∗ −0.455∗∗∗ −0.482∗∗∗

Bachelor’s or higher −1.072∗∗∗ −1.070∗∗∗ −0.926∗∗∗ −0.950∗∗∗ −0.990∗∗∗

Widowed −0.960∗∗∗ −0.817∗∗∗ −0.719∗∗∗ −0.519∗∗∗ −0.696∗∗∗

Separated or divorced −0.733∗∗∗ −0.594∗∗∗ −0.524∗∗∗ −0.432∗∗∗ −0.526∗∗∗

Married −0.953∗∗∗ −0.789∗∗∗ −0.678∗∗∗ −0.553∗∗∗ −0.691∗∗∗

Hispanic 0.356∗∗∗ 0.379∗∗∗ 0.358∗∗∗ 0.232∗∗∗ 0.308∗∗∗

African American 0.355∗∗∗ 0.236∗∗∗ 0.212∗∗∗ 0.183∗∗∗ 0.225∗∗∗

West −0.169∗∗∗ −0.178∗∗∗ −0.144∗∗∗ −0.055∗∗∗ −0.123∗∗∗

Midwest −0.057∗∗ −0.113∗∗∗ −0.076∗∗∗ 0.150∗∗∗ −0.008

South 0.038 −0.056∗∗∗ −0.060∗∗∗ −0.038∗∗∗ −0.041∗∗

Sales/Administrative support 0.213∗∗∗ 0.275∗∗∗ 0.336∗∗∗ 0.390∗∗∗ 0.326∗∗∗

Protective/Personal/Other services 0.649∗∗∗ 0.611∗∗∗ 0.616∗∗∗ 0.545∗∗∗ 0.584∗∗∗

Agriculture/Fishing/Forestry 0.786∗∗∗ 0.735∗∗∗ 0.877∗∗∗ 0.826∗∗∗ 0.820∗∗∗

Construction/Mining/Mechanic 0.160∗∗∗ 0.260∗∗∗ 0.302∗∗∗ 0.327∗∗∗ 0.270∗∗∗

Production line/Manufacturing 0.351∗∗∗ 0.514∗∗∗ 0.575∗∗∗ 0.515∗∗∗ 0.506∗∗∗

Armed Forces 0.244∗∗∗ 0.089 0.098 −0.123 0.033

Pseudo R squared 0.189 0.185

No. observations 418,785 418,785

Notes: This table shows the estimated coefficients in β5, γ5, and ρ5 from Equation 7, as well as time dynamics.
∗∗∗, ∗∗, and ∗ represent 1%, 5%, and 10% levels of significance, respectively.
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C Additional Tables

Table C.1: Variable description

Variable name Type Description

Number of children < 18 Integer Indicates the number of children below the age of 18 residing in the CU at the time of the survey

Number of adults > 64 Integer Indicates the number of adults over the age of 64 residing in the CU at the time of the survey

African American Binary Takes the value of 1 if the majority of the members residing the CU at the time of the survey are
of African American origin, and 0 otherwise. The omitted categories are White, Asian, Others.

Hispanic Binary Takes the value of 1 if the majority of the members residing the CU at the time of the survey are
of Hispanic heritage, and 0 otherwise. Ethnicity is treated differently than race in the Consumer
Expenditure Survey, thus the omitted category is simply non-Hispanic.

Single mother Binary Takes value of 1 if original survey variable “Family Type” is described as “One parent, female,
own children at least one <18”, and 0 otherwise. Family type is based on the relationship of
members to the reference person, whom physically occupy the address selected for the survey.
Own children include biological, adopted, and step children.

South Binary Takes the value of 1 if, at the time of the survey, the consumer unit is located in the South, and
0 otherwise

West Binary Takes the value of 1 if, at the time of the survey, the consumer unit is located in the West, and
0 otherwise

Midwest Binary Takes the value of 1 if, at the time of the survey, the consumer unit is located in the Midwest,
and 0 otherwise

Northeast Binary Takes the value of 1 if, at the time of the survey, the consumer unit is located in the Northeast,
and 0 otherwise. This variable is the omitted category with respect to region in our Probit and
Tobit regressions

Married Binary Takes value of 1 if the consumer unit reference person is married, and 0 otherwise.

Widowed Binary Takes value of 1 if the consumer unit reference person is widowed, and 0 otherwise.

Separated or divorced Binary Takes value of 1 if the consumer unit reference person is separated or divorced, and 0 otherwise.

Never married Binary Takes value of 1 if the consumer unit reference person is never married, and 0 otherwise. This
variable is the omitted category with respect to marital status of the CU head in our Probit and
Tobit regressions

Bachelor’s degree or higher Binary Takes value of 1 if the reference person has at least a Bachelor’s degree, and 0 otherwise

Some college Binary Takes value of 1 if the reference person has at least a high school degree or some college education,
and 0 otherwise

Less than high school Binary Takes value of 1 if the reference person does not possess a high school degree, and 0 otherwise.
This variable is the omitted category with respect to educational attainment of the CU head in
our Probit and Tobit regressions

Age Integer Indicates the age of the reference person at the time of the survey

Full time worker Binary Takes the value of 1 if the reference person usually works 35 hours or more per week, and 0
otherwise.

Occupation Categorical Occupation of the reference person at the time of survey is classified into 7 main cate-
gories, following Meyer and Sullivan (2012b): Manager/Professional/Educator (base category),
Administrative and technician support/Sales, Protective services/Private services/Other ser-
vices, Agriculture/Fishing/Forestry/Groundskeeping, Construction/Mining/Mechanic, Produc-
tion Line/Manufacturing, Armed Forces

Receives housing support Binary Takes the value of 1 if either rent costs are lower due to Federal, State, or local government
payments or if the consumer unit is a public housing project, and 0 otherwise

Notes: This table presents a more detailed description of the variables in X and H considered in our analysis of
the determinants of poverty, as well as additional characteristics that appear in our robustness checks in

Appendix B.
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